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Goal: Enable developers/users 
to find the right quality tradeof
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Clear costmap

Rotate recovery
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Recovery Behavior

Configuration Space in Robotic Systems

Recovery Behaviors

Global Planner Global Costmap

Local Planner Local Costmap
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Both must be selected

Apx.  Configurations Possible2382

Complex interactions between options (intra or inter components) give rise 
to a combinatorially large configuration space.
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More combinations than estimated 
atoms in the universe



Motivating Scenarios

Rx, Ry at t1

Rx, Ry at t2

Rx, Ry at t3

Ax, Ay Ax, Ay

Ax, Ay

Environment

Artifacts

Robot's 
location

Delay in data transform results in a functional fault Demo
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• Robot stops 0.5 m away from the target location and transmits incorrect artifact locations to the control 
station.


• A cause for this fault might be a delay in data transformation (the sensor transmits data at a rate of 1 Hz and 
the robot travels at 0.5 m/s). 

• As a result, when the costmap receives data from the sensor, it is a second old and the robot has already 
traveled  0.5 m away from that position.



Motivating Scenarios

• At  the robot encounters unique obstacles that too close together violating the inflation radius. 

• Resulting in an indecisive robot that is stuck in place.

t3

Obstacles

Unknown environment

Inflation radius  
too large 

non-planned  
patht1 t2

t3

Change in environment results in an indecisive robot Demo

9



Motivating Scenarios
Turtlebot 3

Transform tolerance Inflation radius

Husky UGV

Cost scaling factor

Husky UGV

Inflation radius

Ocean World Lander Autonomy Testbed

Force thresholdArm joint angles
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Causal AI in Systems and Software
Robotics UAV

Software Engineering

Big Data

Operating System

Database



The system doesn’t crash or 
exhibit obvious misbehavior
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Misconfiguration and its Effects

• Misconfigurations can elicit unexpected interactions between 
software and hardware


• These can result in non-functional faults


• Affecting non-functional system properties like latency, 
throughput, energy consumption, etc.

Systems are still operational but with a 
degraded performance, e.g., high latency, low 
throughput, high energy consumption, high 
heat dissipation, or a combination of several
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My research goal is to improve performance
by considering configuration level changes.



Motivating Example
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Performance debugging aims at finding the root cause 
of the misconfiguration and fix it.

https://github.com/ros-navigation/navigation2/issues/2439

This user is trying to fix an error 
encountered by local planner. The local 
planner is not following the path planned 
by the global planner.

The user expects the local planner to 
follow the path planned by the global 
planner.
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Motivating Example
The developer is asking if 
the configuration of local 
planner was set correctly?

The user tuned the parameters 
for almost 5-6 hours, yet 9/10 
times the robot is failing in the 
middle of the trajectory.

The developer concluded 
that he cannot provided 
personalized tuning 
assistance to every user.
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How to resolve these issues 
in an automatic manner?



Performance Influence Models
Path dist 

bias
Transform 
tolerance

… Traveled 
distance

… Mission 
success

c1 0.75 0.5 … 8.32 m … 1
c2 1.5 1.2 … 12.6 m … 0
… … … … … … …
cn 0.1 0.2 … 7.43 m … 0

Observational Data Black-box models

These methods rely on statistical correlations 
to extract meaningful information required for 

performance tasks.

Regression Equation
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Yi = β0 + β1Xi + ε



Challenges

• Trial-and-error requires non-trivial human efforts due to the large configuration space.

• Even after finding the optimal fix, the new fix is not guaranteed to function in different 

environments.

• Performance influence models suffer from several shortcomings:


• Non-transferable across different robotic platforms and environments

• Could produce Incorrect explanations

• Could produce Unreliable predictions

• Data collection is expensive from physical hardware

19



Incorrect Reasoning About The Robot’s Behavior

Increasing Planner failed 
increases Mission successP( )

More Planner failed should

reduce Mission success  not 


increase it 
P( )

This is counter-intuitive

Purely statistical models built on this 
data will be unreliable.

20



Performance Influence Models might be Unreliable

Segregating data on Obstacle Cost indicates that within each group  
increase of Planer Failed result in a decrease in Mission success .P( )

21



22

• Optimal configuration for Turtlebot 3 in simulation 
differs from its physical counterpart (energy 
consumption is increased by x).  

• Optimal configuration for Turtlebot 3 is not 
suitable in Husky (significant increase in position 
error by  times). 

• Machine learning models employed in the 
transfer learning approaches are vulnerable to 
spurious correlations.
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Real environment Real environment

Turtlebot 3Turtlebot 3 Husky Turtlebot 3

Optimal configuration in one deployment environment 
does not remain optimal in another.
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Our Key Idea: Building Causal Performance Model 
instead of Performance Influence Models

Expresses the relationships between 

Configuration options

KPI

Objective

interacting variables as a causal graph

Direction of

Causality

Obstacle 
cost

Planner 
failed

Mission 
success



How to use Causal Models?

24

?

     How to use the causal model for 
diagnosing misconfigurations??

    How to generate a 
causal model? 

Obstacle 
cost

Planner 
failed

Mission 
success

Given the observational data , recover the causal graph 
 that encodes the dependency structure between ,  

and  of such that the following structural constraints 
are satisfied.


D
C𝒢 𝒳 𝒮

𝒴 𝒱

vi /− vj ∀vi ∈ 𝒳 ⊂ 𝒱, ∀vj ∈ 𝒴 ⊂ {𝒱∖𝒳∖𝒮}

Learning

Given the causal graph , determine the configuration 
option in which is the root cause for the observed 
functional fault characterized by performance objectives 
as follows:





where  is the set of root causes,  are 
the performance objectives characterizing the functional 
fault, and ACE represents the average causal effect.

C𝒢
𝒳

𝒴

{v*i } = argmax
vi

ACE(vi, v*j )

{v*i } ⊂ 𝒳 {v*j } ⊂ 𝒴

Inference
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CaRE: End-to-end Pipeline
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Stages
1. Learn causal model from observational data 

2. Identify the causal paths

3. Average causal effect estimation

Config. that has

Causal Model

O
bs

er
va

tio
na

l D
at

a

C1 E2 P1
C4 E1 P2
C3 E2 P1

Pa
th

's 
Ra

nkRoot causes

Find highest
perf-affecting
config. options

Average causal
effect of each optionDebugging

Edge orientation rules

Constraints

1

2 3

4

5

Learn causal model

C1 C2 C3 C4 C5

E1 E2 E3

P1 P2

Examples:
C1: goal_distance_bias
E1: position_accuracy
P1: energy_consumption



Learning and Estimating Causal Effects
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Path dist
bias

Goal dist
bias

DWA
replan Energy

Path dist
bias

Goal dist
bias

DWA
replan Energy

Goal dist
bias Energy

Path dist
bias

DWA
replan

0.2
0.9

0.1

0.6
0.3

0.8

Path dist
bias

Goal dist
bias

Planner
failed Energy

Path dist
bias

Goal dist
bias

DWA
replan Energy

Goal dist
bias

Planner
failed

Path dist
bias

Energy

Path dist
bias

Goal dist
bias

Path dist
bias

Planner
failed Energy

Path dist
bias

Goal dist
bias

Pruning
causal model

Pruning the edges
between the independent
variables (e.g., no
connections btw
configuration options)

Orienting Causal
Relationship

Orient undirected
edges using edge
orientation rules +
constraints

Resolving Partial
EdgesRefining Causal

Directions

Latent search
and entropy

Goal dist
bias

Planner
failed Energy

Path dist
bias

Goal dist
bias

Planner
failed Energy

Goal dist
bias

Fully connected
graph

Acyclic Directed
Mixed Graph (ADMG)

Partial Ancestral
Graph (PAG)

Observational

Data

Learning the Causal Model

• Use do-calculus to measure average 
causal effect

P(Energy < 25Wh |do(Path_dist_bias = 20.0))

Estimate the probability of satisfying energy 
given path_dist_bias=20.0

Causal Effect Estimation
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Research Questions

29

• Research Question 1 (Accuracy). To what extent are the root causes 
determined by CaRE the true root causes of the observed functional faults? 


• Research Question 2 (Transferability). To what extent can CaRE 
accurately detect misconfigurations when deployed in a different platform?



Results
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Husky

Targets

Real Environment

Targets
Husky

Gazebo Env.

Monitor Husky 
 
 
 
 
 
 
 
 
 
 
 
 

/move_base 
subscribed topics

set_param_ 
values

send_goal

Battery percentage
RNS

Traveled distance

- conservative_reset 
- rotate_recovery 
- aggressive_reset

Recovery tracker

Mission time

Recovery_behaviors API

MoveBaseActionFeedback

/gazebo_ros_battery

/targets_reached

rosbag API

Total time to reach goal

Observational 
data

Record rosbag Evaluate 
rosbag

Observational Data Collection

Experimental Setup
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Occdist scale,
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Combination method
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Success Option Rank

Path dist
bias

Occdist
scale

Recovery
executed

RNS

Mission
success

Traveled
distance

Energy

Tranform
tolerance

Publish
frequency

Planner Costmap 2d

Navigation Stack
Sub-systems

Performance
Metrics

Performance
Objectives
Causal
Interaction

Goal dist
bias

A partial causal model discovered in our experiments 
using Husky in simulation

Applying CaRE

Configuration options which rank higher have the strongest influence on the performance objectives.Takeaway
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Evaluation

C1 C2 C3 C4 C5

E1 E2 E3

P1 P2
Targets
Husky

Gazebo Environment

Real Environment

Applying CaRE

Learning the Causal Model from Source Platform and 
Environment

Target Platform and Environment

Learned Causal Model

Husky

Turtlebot 3

Reusing the learned 
causal model from source

Experimental
Setup

CaRE transfer reasonably well when reusing the causal 
model learned from source platform and environment 
and achieves higher accuracy than the baseline.

Takeaway



CURE: Simulation Augmented Auto-tuning in Robotics
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Constraints

Causal structure discovery Compute causal effect

Perf. evaluations from
the source

Reduce search space

K = 3

M
ea

su
re

Causal model learning

Fit

 Find next
configuration

do( )min vel
x do( )scaling

speed
do controller

freq. )(
Energy Pose

error

Causal effects

scaling
speed

min vel
x

controller
freq.

Planner
failed

Energy Pose
error

Recovery
executed

Reduce     via causal inf. Perf. optimization in the target

FCI

Phase I Phase II

Husky in Gazebo

Turtlebot3 phy.

ACE
ACE

 

Select top K causal
effect options

Pareto-optimal config.

Goal



Experimental Setup
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Target environment

Reusing
learned

causal model

Tu
rtl
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 3
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Reusing
learned

causal model Real environment
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Sim-to-real

Sim-to-real

Platform change

Real environment

w

x y

z

v

x z y

w

RQ1 (Effectiveness): How effective is 
CURE in (i) ensuring optimal performance; 
(ii) utilizing the budget; and (iii) respecting 
the safety constraints compared to the 
baselines?

RQ2 (Transferability): How does the 
effectiveness of CURE change when the 
severity of deployment changes varies 
(e.g., environment and platform change)?
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Constraint violation ( ) and task failure ( ) for 
different severity change.
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MOBO RidgeCV CURE

CURE demonstrates a denser surface response near the Pareto front 
and achieved higher task success rate ( ) in fewer iterations.𝒯cr

+���� +���
 +���� +���
 +���� +���
 ����

!�"�)� �*

���
�

����


�����

����


���
�

����


�����

����


���
�

&
�
�
 �
"

�
�
&
$
�
�
�

��'(� ��("�'�#"

+���
 +���� +���
 +���� +���


!�"�)� �*

����


�����

����


���
�

����


�����

����


&
�
�
 �
"

�
�
&
$
�
�
�

������#&'�%�#%

+���
 +���� +���
 +���� +���


!�"�)� �*

���
�

����


�����

����


���
�

����


�����

����


���
�

&
�
�
 �
"

�
�
&
$
�
�
�

������#&'�%�#%

�


��

		


�

��

�


��


	

��

���

CURE demonstrates a better understanding about the performance 
behavior compared to multi-objective Bayesian optimization (MOBO).

Takeaway

• CURE finds a configuration that improves performance by x. 

• CURE achieves this improvement with gains in efficiency of x when we transfer the knowledge 
learned from Husky in simulation to the Turtlebot 3 physical robot. 

• The learned causal model is transferable across similar but different settings, encompassing different 
environments, mission/tasks, and new robotic systems.
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Pairwise interaction between configuration 
options.

High ACE Low ACE
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Why causal reasoning based optimization works 
better?
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High ACE Median ACE Low ACE

CURE’s efficient budget utilization is attributed to a comprehensive 
evaluation of the core configuration options.
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Why causal reasoning based optimization works 
better?
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Unique edges are represented as green and yellow 
squares in  and , respectively.𝒢s 𝒢t

• Significant overlap between causal structures (common 
edges are represented as blue squares) developed in 
Husky ( ) and Turtlebot 3 ( ).𝒢s 𝒢t

CURE leverages the knowledge derived from the causal model 
learned on the source platform.
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Limitations

• Causal model error: The NP-hard complexity of causal discovery introduces a challenge, 
implying that the identified causal model may not always represent the ground-truth causal 
relationships among variables.


• Discrepancies between the causal structure discovered and the actual structures.


• Potential biases when transferring the causal model: Caution must be exercised when 
reusing the entire causal graph learned from the source platform.



Code and Data
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https://github.com/softsys4ai/care https://github.com/softsys4ai/cure 

IEEE Robotics and Automation Letters, 2023 —> Presented in IROS 2023 IEEE Transactions on Robotics, 2024 (under review)
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Physical Space Lander Testbed at JPL

41Physical Autonomy Testbed: https://www1.grc.nasa.gov/wp-content/uploads/2020_ASCE_OWLAT_20191028.pdf
E2M Technologies six DOF Stewart Platform representing spacecraft lander

Barrett WAM seven DOF manipulator arm mounted to lander with wrist FTS and tool changer

Modular instruments to be mounted on robot arm

Testbed setup and major components

HITL simulator of lander and manipulator

https://www1.grc.nasa.gov/wp-content/uploads/2020_ASCE_OWLAT_20191028.pdf
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 Causal Invariances

Learning in Simulation for Transfer Learning 
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Demo
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Extending CURE: Causal Multi-information Source Optimization
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• Configuration:  x = ⟨X1 = x1, X2 = x2, …, Xd = xd⟩
• Set of configurations: {x1, …, xn}
• Target functions:  s.t. q constraints, f(t) = ⟨ f (t)

1 , …, f (t)
m ⟩ h1(x) ≥ 0,…, hq(x) ≥ 0

• Access to k bias and/or noisy sources: , and S1, …, Sk f(Sj) = ⟨ f (Sj)
1 , …, f (Sj)

m ⟩

• Intervention cost: 𝒞 = ∑T(t)

e=1 Ct(x(t)
e ) + ∑k

j=1 ∑T (Sj)

e=1 Cs(x
(sj)
e )

•  approximates the target  with variable bias f(Sj) f(t) δj(x) = f(t)(x) − f(Sj)(x)

x* = argmaxx∈𝒳(f(t)(x), − 𝒞), s . t . hl(x) ≥ 0.

Our goal is to find a configuration  in the target environment that results in Pareto-
optimal performance with minimal cost, :

x*
𝒞



Causal Multi-information Source Optimization: Method
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f(x) ∼ GP(m(x)), K(x, x′￼)

m(x) = 𝔼[Y |do(X = x)]

K(x, x′￼) = KRBF(x, x′￼) + σ(x)σ(x′￼)

where,  σ(x) = 𝕍[Y |do(X = x)]

Causal GP (CGP)

Causal multi-source multi-output GP

f(t) = ρf(Sj) + δ(x)

f(Sj) ∼ CGP(m(Sj)(x), K(Sj)([x, i], [x′￼, j]))

δ(x) ∼ CGP(mδ(x), Kδ([x, i], [x′￼, j]))

K[x, i], [x′￼, j]) = Kiputs(x, x′￼) . Kobjectives(i, j) + σ(x)σ(x′￼)

Variance estimated 
from observational data

 is a scaling factor, aligns the  and  ρ f(Sj) f(t)

Captures discrepency between  and  f(Sj) f(t)

Covariance between two datapoints. 
Inputs  and , and objectives  and x x′￼ i j

Causal prior



“Ideas don’t come out fully formed, 
they only become clear as you work 
on them.” 

- Mark Zuckerberg

• Your first paper is not your last paper. 

• Don’t try to solve all research 
questions in a single paper. 

• Research is an iterative process.

• Establishing clear and regular 
communication channels. 

• Defined Roles and Responsibilities. 

• Successful collaboration often 
requires adaptability to different 
working styles.

Trust your expertise—reviews are 
guidance, not gospel.

Lessons 
Learned
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